
05. Analysis & Design: Architecture
CS 346: Application Development

Goals; Principles; Architectural styles
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Analysis & Design
The goal of the analysis phase to reduce project risk by identifying and making 
important decisions early - before we actually start writing code. 

We want to determine the structure and composition of our system: modules, 
packages, classes and how they interact. 

We want to consider how the actual features fit together, and what restrictions (aka 
technical constraints) their implementation will place on our system.
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• Architecture: structure and 
composition; modules and 
components; communication. 

• Design: implementation; 
readability; clarity.

“High-level”

“Low-level”



Software Architecture
What is architecture? 

Software architecture is primarily concerned with the building blocks of a system and 
how they interact. These building blocks implement the functional requirements that a 
software system must satisfy. There are also many non-functional requirements, and 
these are also important: for example, performance, time to market, costs, 
maintainability, reusability, modifiability, availability, and simplicity…

— Oliver Vogel et al (2011) 

“Architecture is the set of design decisions that must be made early in a project [which 
impact our later decisions]”. 

— Martin Fowler (2003) 
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Mark Richards & Neal Ford. 2020. Fundamentals of Software Architecture: An Engineering Approach. O’Reilly.



Goals of Architecture
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What type of software do we want to design? What challenges should we consider?
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It doesn’t take a huge amount of knowledge and skill to get a program working. Kids in high 
school do it all the time… The code they produce may not be pretty; but it works. It works 
because getting something to work once just isn’t that hard. 

Getting software right is hard. When software is done right, it requires a fraction of the 
human resources to create and maintain. Changes are simple and rapid. Defects are few 
and far between. Effort is minimized, and functionality and flexibility are maximized. 

– Robert C. Martin, Clean Architecture (2016).

We’re writing software in a hostile, changing environment. How do we handle this? 

How do we “do software right”, in a way that “minimizes effort and maximizes functionality 
and flexibility”?

What is “Good Architecture”?



Goal: Robustness
Software rarely works in a vacuum. 

• Your operating environment may change (OS, libraries may be updated). 

• You are probably getting inputs from many sources (messages, data files, user input). 

Robustness means that your software needs to continue to work correctly, even when 
faced with unintended inputs, or changes to the operating environment. 

• It cannot crash. Ever. Avoid throwing an exception at the user, or exiting with a stack 
trace. Instead, retry an operation in the background, or gracefully report it and 
continue. 

• Performance and other attributes should remain constant over time. Hide long-running 
operations from the user if you can (e.g. background thread, or pre-compute). 

• Data should never, ever get lost.
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Goal: Flexibility & Extensibility
Conditions will change over the lifetime of your software, and you need to design your 
system in a way that allows you to respond to those changes easily. 

• The customer may want a new feature added (e.g. a new payment system). 

• You might decide to expand on existing features (e.g. a new speech recognition 
engine!) 

Flexibility implies that you can make changes to your code without breaking it (i.e. the 
opposite of “brittle code”). This also suggests simplicity in design, to enable non-breaking 
changes. 

Extensibility implies the ability add new features, or drastically expand existing features. 
e.g. an image editor adding support for a new image type; a plain text editor adding 
support for code fences and syntax highlighting. 

8



Goal: Reusability
Software is expensive and time-consuming to produce, so anything that reduces cost or 
time to delivery is welcome. Code reusability helps to address cost and time concerns.  

It also reduces risk, since you are reusing tested code, instead of writing new, potentially 
defective code.  There are different levels of reuse.

9

• “At the lowest level, you reuse classes: class libraries, containers, maybe some class 
“teams” like container/iterator. 

• Frameworks are at the highest level. They identify the key abstractions for solving a 
problem, represent them by classes and define relationships between them. 

• There also is a middle level. This is where I see patterns. Design patterns are both 
smaller and more abstract than frameworks. They’re really a description about how a 
couple of classes can relate to and interact with each other” 

— Eric Gamma (2005)

next 
lecture!
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Architectural Principles
How do we structure our systems to meet these goals?



Architectural Principles
An architecture can be seen as “minimally 
adequate” if it fulfils all functional and non-
functional requirements. However, achieving 
these other goals - robustness, flexibility and 
so on - is more challenging. 

We can identify some general principles that 
apply to all software architectures and help 
meet these objectives: 

• Loose coupling & high cohesion 

• Modularity 

• Information hiding  

• Separation of concerns
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- Oliver Vogel et al. 2011. Software Architecture. Springer.



Coupling/Cohesion
• Loose Coupling suggests that we should try and reduce coupling between 

components as much as possible, so that functionality is isolated within a 
component (or class). 

• High Cohesion suggests that parts of a class (or classes within a module) 
should be self-contained. 

• These work together: 

• Each module is easier to understand (functionality is self-contained) 

• Each module is easier to modify (changes are restricted to that module or 
class) 

• Examples: 

• High coupling: classes can access each other’s (private) data. (BAD) 

• Medium coupling: classes communicate via a global data structure. 
(BETTER) 

• Low coupling: classes communicate through an interface/methods. (BEST)
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Coupling refers to how closely linked 
components or modules are to each other.

Cohesion is a measure of how closely 
related the parts of a module are.



Coupling/Cohesion
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- Oliver Vogel et al. 2011. Software Architecture. Springer.

• You can identify the level of coupling 
between modules or classes by 
looking at the methods calls that are 
made. 

• High number of calls within a class? 
High cohesion. 

• High number of calls between 
classes? High coupling. 

• We generally want to be on the 
‘right-hand side’ of this diagram.



Modularity
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Modularity refers to the logical grouping of source code into related groups. This can be realized as 
namespaces (C++), packages (Java or Kotlin). Modularity is important because it helps reinforce a 
separation of concerns, and also encourages reuse of source code through modules. 

How do we decide on the module structure? 

• Technical partitioning: we group functionality according to technical capabilities.  

• Domain partitioning: we group functionality according to the domain area or area of interest.

Mark Richards & Neal Ford. 2020. 
Fundamentals of Software Architecture: 

An Engineering Approach. O’Reilly.

Applications often 
leverage technical 

partitioning



Separation of Concerns
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• Related principles that support and work with modularity: 

• Separation of concerns: keeping responsibility contained within a module. 

• Information hiding: making a particular module responsible for its own data exclusively. (This 
obviously applies to classes as well; modules are just a different level of abstraction).

- Oliver Vogel et al. 2011. Software Architecture. Springer.
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Architectural Styles
What are common structures or patterns?



What is an architectural style?
An architectural style (aka pattern) is an overall structure that describes how our components 
are organized and structured, and how they communicate.  

• Similar to design patterns, an architectural style is a general solution that has been found to 
work well at solving specific types of problems.  

An architectural style describes both the topology (organization of components) and the 
associated architectural characteristics (qualities) for that topology.  

• There is no single “correct style” since they are (mostly) intended to address different problems!
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Fundamental Patterns
Big Ball of Mud (Anti-Style)

A Big Ball of Mud is a haphazardly structured, 
sprawling, sloppy, duct-tape-and-baling-wire, 

spaghetti-code jungle.  

These systems show unmistakable signs of 
unregulated growth, and repeated, expedient 

repair. Information is shared promiscuously among 
distant elements of the system, often to the point 

where nearly all the important information 
becomes global or duplicated.  

-- Foote & Yoder 1997.
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Monolithic Patterns
Pipeline Architecture

A pipeline architecture is appropriate when we want to transform 
data in a sequential manner. It consists of pipes and filters. 

Pipes form the communication channel between filters. Each pipe is 
unidirectional, accepting input, and producing output.  

Filters are entities that perform operation on data that they are fed. 
Each filter performs a single operation, and they are stateless. There 
are different types of filters:  

• Producer: The outbound starting point (also called a source). 

• Transformer: Accepts input, optionally transforms it, and then 
forwards to a filter (this resembles a map operation). 

• Tester: Accepts input, optionally transforms it based on the 
results of a test, and then forwards to a filter (aka reduce 
operation). 

• Consumer: The termination point, where the data can be saved.
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Advantages 
• Easy to extend by adding another step in the 

chain. 
• Filters are stateless so they can be tested 

independently. 
• Broadly applicable to any sequence of 

operations e.g shell programming.



Monolithic Patterns
Event-Driven Architecture

An event-driven architecture is designed around 
the production, transmission and consumption of 
events between loosely-coupled components.  

Unlike a pipeline architecture, which tends to 
assume linear ordering of consumers, an event-
driven architecture expects multiple consumers 
for a particular event, and works best when 
ordering isn’t critical. 

• Producers and consumers have no knowledge 
of one another.  

• Consumers are also independent and have no 
knowledge of what each other is doing with an 
event.
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Advantages 
• Useful in systems that generate and handle 

large volumes of data. 
• Can be used in monolithic applications or 

distributed applications (with restrictions). 
• e.g. any system that manages hardware events 

or interrupts.



Monolithic Patterns
Microkernel Architecture

A microkernel architecture (aka plugin architecture) is a 
popular pattern that provides the ability to easily extend 
application logic to external, pluggable components. 

This architecture works by focusing the primary 
functionality into the core system, and providing 
extensibility through the plugin system.  

This allows the developer, for instance, to invoke 
functionality in a plugin when the plugin is present, using a 
defined interface that describes how to invoke it (without 
need to understand the underlying code). 

e.g. IntelliJ uses a plugin architecture to allow you to install 
extensions for new languages, or new features.
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Advantages  
• Great flexibility and extensibility 
• Some implementations allow for adding plug-

ins while the application is running 
• Plug-in modules can be tested in isolation and 

can be easily mocked by the core system 
• Good portability 



Monolithic Patterns
Layered Architecture

A layered or n-tier architecture is a very common 
architectural style that organizes software into 
horizontal layers, where each layer represents a 
logical division of functionality. 

Each layer has specific functionality that is presents to 
the layer above (i.e. lower layers provide services up 
the stack). 

Dependencies extend down: lower-levels provide 
functionality that is consumed by higher-levels. 

e.g. presentation uses business logic, but business 
layer doesn’t know anything about the UI. 
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Advantages  
• Layers remain isolated (“separation of concerns”) 
• High testability because components belong to 

specific layers in the architecture, and other layers 
can be mocked or stubbed. 

• High ease of development. 

Use this!



Monolithic Patterns
Layered Architecture

We can reuse a number of these layers to target 
different styles of application!  

• Console: command-line app 

• GUI: graphical desktop app 

• Mobile: iOS or Android 

• Web: web browser 

If you structure your code correctly, you can reuse 
a number of the layers e.g. business.
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Use this!

Q. What order should you build this? What factors are 
important to consider during implementation?



Distributed Patterns
Client-Server

Client-server architectures were the first major break 
away from a monolithic architecture, and split 
processing into front-end and back-end pieces. This is 
also called a two-tier architecture. Unlike layers, 
which are logical, tiers represent a physical separation 
of concerns. 

There are different ways to divide up the system into 
front-end and back-end. Examples include splitting 
between desktop application (front-end) and shared 
relational database (back-end), or web browser (front-
end) and web server (back-end). 

Three-tier architectures were also popular in the 
1990s and 2000s, which include a middle business-
logic tier.
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Three-tier architecture, splitting an application 
into three tiers. In some ways, this resembles a 
layered architecture, but split across physical tiers. 

Advantages 

Share expensive resources e.g. database. 

One specific “source of truth for data”?



Distributed Patterns
Service Architecture

A services-based architecture splits 
functionality into small "portions of an 
application" (also called domain services) that 
are independent and separately deployed.  

Each service is a separate monolithic 
application that provides services to the 
application, and they share a single 
monolithic database. 

Each service provides coarse-grained domain 
functionality.
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e.g. a service might handle a customer checkout request to process an order; this could be processed 
in its entirely by the service, as a single transaction.

UserCheckout PrintReports



Distributed Patterns
Microservice Architecture

A microservices architecture arranges an application as a collection 
of loosely coupled services, which communicate using a lightweight 
protocol.  

You can effectively think of these services as independent 
applications that have specific responsibilities, and coordinate 
work through some communication mechanism. 

 Some of the defining characteristics of microservices:  

• Services usually communicate over a network. 

• Services are organized around business capabilities i.e. they 
provide specialized, domain-specific services to applications. 

• Service are not tied to any one programming language or 
platform. 

• Services are small, decentralized, and independently 
deployable. 

Each micro-service is expected to operate independently.

26

Q: What is the advantage of many small services over one large service?

https://en.wikipedia.org/wiki/Microservices


What Architectural Style to Pick?
• Look at the characteristics of the specific 

architectural style. 

• What are the tradeoffs? There are positive 
and negative characteristics of each. 

• Conway’s Law 

• Organizations will proceed a design that 
mirrors their communication structure. 

• e.g. layered architecture, with a 
common technical database team. 

• e.g. domain focused teams building 
reusable business services.

27



28

Architectural Characteristics
Non-Functional Requirements



Non-Functional Requirements
The architecture phase is concerned with the non-functional requirements or “architectural 
characteristics” [Richards & Ford 2020] that emerge from the structure of our system. 

These are all of the things that we might consider that aren’t directly related to the functional 
requirements.  

An architectural characteristic meets three criteria: 

1. specifies a non-domain design consideration (i.e. non-functional requirement), 

2. influences some structural aspect of design, 

3. is critical or important to the success of the application. 

Examples of an architectural characteristic include software performance, and data security.
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You need to decide which, 
if any, apply to your 

program!
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Term Definition

Availability How long the system will need to be available (if 24/7, steps need to be in place to allow the system to 
be up and running quickly in case of any failure).

Continuity Disaster recovery capability.

Performance Includes stress testing, peak analysis, analysis of the frequency of functions used, capacity required, 
and response times.

Recoverability Business continuity requirements (e.g., in case of a disaster, how quickly is the system required to be 
on-line again?). This will affect the backup strategy and requirements for duplicated hardware.

Reliability Assess if the system needs to be fail-safe, or if it is mission critical in a way that affects lives. If it fails, 
will it cost the company large sums of money?

Robustness Ability to handle error and boundary conditions while running if the internet connection goes down or if 
there’s a power outage or hardware failure.

Scalability Ability for the system to perform and operate as the number of users or requests increases.

Operational characteristics 

These are often relevant for large-scale software systems with dedicated uptime, and typically a 
large number of concurrent users. e.g. Gmail, Facebook. 
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Term Definition

Configurability Ability for the end users to easily change aspects of the software’s configuration (through usable interfaces).

Extensibility How important it is to plug new pieces of functionality in.

Installability Ease of system installation on all necessary platforms.

Reuse Ability to leverage common components across multiple products.

Localization Support for multiple languages on entry/query screens in data fields; on reports, multibyte character 
requirements and units of measure or currencies.

Maintainability How easy it is to apply changes and enhance the system?

Portability Does the system need to run on more than one platform? More than one database?

Supportability What level of technical support is needed by the application? What level of logging and other facilities are 
required to debug errors in the system?

Upgradeability Ability to easily/quickly upgrade from a previous version of this application/solution to a newer version on 
servers and clients.

Structural characteristics 

These include characteristics related to code structure, code quality and production concerns. 
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Term Defintion

Accessibility Access to all your users, including those with disabilities like colorblindness or hearing loss.

Archivability Will the data need to be archived or deleted after a period of time? (For example, customer accounts are to 
be deleted after three months).

Authentication Security requirements to ensure users are who they say they are.

Authorization Security requirements to limit access to prescribed functionality based on assigned user roles or capabilities.

Legal What legislative constraints is the system operating in (Sarbanes Oxley, GDPR, etc.)? What reservation 
rights does the company require? Any regulations regarding the way the application is to be deployed?

Privacy Ability to hide transactions from internal company employees (encrypted transactions so even DBAs and 
network architects cannot see them).

Security Does the data need to be encrypted in the database? Encrypted for network communication between internal 
systems? What type of authentication needs to be in place for remote user access?

Usability Level of training required for users to achieve their goals with the application/solution.

Cross-cutting characteristics
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Domain 
Concern What do we look for? Relevant Characteristics

Time to 
market Characteristics that ensure that we can execute quickly and reliably. Agility; Testability; Deployability

User 
satisfaction

Does your user work directly with this product? These are characteristics that 
directly affect user’s perception, and availability of your product.

Performance; Usability; 
Configurability; Localization

Privacy Some types of data are sensitive (e.g. working in Healthcare). Anything that 
would protect the integrity and access to data.

Authorization; Authentication; 
Security

Competitive 
advantage

In a competitive market, we want to be able to introduce and modify features 
quickly, even after we’ve released to the market.

Testability; Deployability; 
Supportability

Identifying characteristics 

So how do you identify which characteristics are relevant? You should look at the functional 
requirement (and project goals if they apply) and determine if there are any characteristics that 
help address those needs. i.e. what is important to your users? 

For example: 


