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Most software operates on data. This can be primary data - critical to the purpose of 
your product - or secondary data that supports your application working properly.


Primary data: 


An image from an image editor.


The contents of a markdown file.


Customer billing information. 


Secondary data


The position and size of the application window (used to restore when it launches).


The public key to support a connection to a remote machine. 


The software license key used to confirm that you application is properly licensed. 

Types of data



Primary data representations
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Your application probably has the same primary 
data being stored in at least three different places 
in your application:


1. Model classes store data in memory.


2. The user interface will reflect part of data - 
possibly in a manipulated form.


3. The data that you wish to persist when your 
application is closed will be stored in a file, or 
database.


We might store slightly different data in each layer. 

We need to be able to synchronize across layers.

Model

UI

Storage
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This also extends to our ability to export data, or work with it in other systems. 
This is the focus of this lecture.


We can use a Customer class to 
represent data in-memory, but how 
can we save this to a file?  

How do we send it to a  
remote machine?  

How do we save it to a database? 

Ideally, we would have one 
solution that serves multiple 
purposes. 

Our objective is to simplify 
moving data around our system 
(while ensuring integrity).



External data formats
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Data can have a simple structure (e.g. the user’s name), or complex 
one (e.g. a customer with a name, address, job title, salary). 


Data items can also be singular (e.g. one particular customer), or 
part of a collection (e.g. all of my customers). 


We often use these terms when referring to complex data structures: 


field: a particular piece of data, corresponding to members or 
variables in a program.  e.g. “name” in our Customer class.


record: a collection of fields that together comprise a single 
instance of a class or object. e.g. an instance of our Customer 
class.


collection: a group of records that belong together. e.g. all 
Customer records.

Terminology
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CSV Files
The simplest way to store records might be to use a CSV (comma-separated 
values) file. We use this structure: 


Each row corresponds to one record (i.e. one object)


The values in the row are the fields separated by commas. 


For example, transaction data file stored in a comma-delimited file would look 
like this: 


    1001, 2020-06-06T14:35:44, 78.22, CDN 
    1002, 2020-06-06T14:38:18, 12.10, USD 
    1003, 2020-06-06T14:42:51, 44.50, CDN

One record w. 4 fields



8

CSV is literally the simplest possible thing that we can do. 


It has some advantages: 


programming languages can easily work with files.


it’s pretty space efficient.


However, this comes with some pretty big disadvantages too:


It doesn’t work very well if your data contains a delimiter (e.g. a comma). 


It assumes a fixed structure and doesn’t handle variable length records. 


It doesn’t work very for complex or multi-dimensional data. e.g. a Customer class. 


It’s hard to read! There is no semantic information to make sense of it.

To do anything meaningful with it (e.g. create class instances, send over a network) you 
need to know the structure!
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Extensible Markup Language (XML) is a markup language that designed for data storage 
and transmission. 


Defined by the World Wide Web Consortium’s XML specification, it was the first major 
standard for markup languages. It’s structurally similar to HTML9, with a focus on data 
transmission (vs. presentation). 


• Structure consists of pairs of tags that enclose data elements.


<name>Jeff</name>


• Attributes can extend an element


<img src=”madonna.jpg”></img> 


Structured Data: XML Files
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Example of a music collection structured in XML1. 


<catalog> 
    <album> 
        <title>Empire Burlesque</title>  
        <artist>Bob Dylan</artist>  
        <country>USA</country>  
        <company>Columbia</company>  
        <price>10.90</price>  
        <year>1985</year>  
    </album> 
    <album> 
        <title>Innervisions</title>  
        <artist>Stevie Wonder</artist>  
        <country>US</country>  
        <company>The Record Plant</company>  
        <price>9.90</price>  
        <year>1973</year>  
    </album> 
</catalog>

Album is a record, containing Fields for title, artist etc.

Note the opening and closing tags. If 
XML looks like HTML, that’s because 
they’re both descended from a 
common ancestor language, SGML.

1. Check out these albums. Steve Wonder is a musical 
genius. Dylan is, well, Dylan.
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JSON is an open standard file format, and data interchange format that’s 
commonly used on the web. 


It’s based on JavaScript object notation, but is language independent. It was 
standardized in 2013 as ECMA-404. 


Much simpler syntax compared to XML. 


Data elements consist of name/value pairs 


Fields are separated by commas 


Curly braces hold objects


Square brackets hold arrays 


Structured Data: JavaScript Object Notation (JSON) 
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Here’s the music collection in JSON. 


{ "catalog": {  
"albums": [  
  { 

"title":"Empire Burlesque",  
“artist":"Bob Dylan",  
"country":"USA",  
"company":"Columbia",  
"price":"10.90",  
"year":"1988"  

}, {  
"title":"Innervision",  
“artist":"Stevie Wonder",  
“country":"US",  
“company":"The Record Plant”,  
"price":"9.90",  
"year":"1973"  

}  
] 

}}  

Album is a record, containing Fields for title, artist etc.

No tags, just keys and values! Much 
easier to read, since it’s all meaningful 
data. 
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Condensing closing tags makes JSON easier to read. 


{ “employees":[ 
{ "first":"John", "last":"Zhang", “dept":"Sales"}, 
{ "first":"Anna", "last":"Smith", "dept":"Engineering"}  

]}  

Compare this to the corresponding XML:


<employees> 
  <employee><first>John</first> <last>Zhang</last> <dept>Sales</dept></employee> 
  <employee><first>Anna</first> <last>Smith</last> <dept>Engineering</dept></employee> 
</employees> 

…and this is a 
small record.
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JSON also handles arrays better. 


   Array in XML: 


  <name>Celia</name>  
  <age>30</age>  
  <cars>  
  <model>Ford</model>  
  <model>BMW</model>  
  <model>Fiat</model>  

  </cars>  

Array in JSON: 


{ 
"name":"Celia", 
"age":30, 
"cars":[ "Ford", "BMW", "Fiat" ]  
} 
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Java introduced the idea of serialization: a built-in mechanism to convert an object to a 
stream that could be transmitted, or persisted.


Serialization: save your object to a stream (file).


Deserialization: instantiate an object from your stream (file).


We can use this to convert objects to and from JSON, which we can then save, print, 
etc. as we wish.


plugins { 
   id 'org.jetbrains.kotlin.plugin.serialization' version '1.6.10' 
} 

dependencies { 
    implementation "org.jetbrains.kotlinx:kotlinx-serialization-json:1.3.2" 
}

Converting objects to JSON



val moonshot = Project("Moonshot", Account(“Jane”), “R&D”) 
val cleanup = Project("Cleanup", Account("Mike"), “Maintenance") 

val string = Json.encodeToString(listOf(moonshot, cleanup)) 
   // [ {“name”:”Moonshot”,”owner":{"userName":"Jane"}, “group":"R&D"},  
   //   {“name”:"Cleanup","owner" {“userName":"Mike"},"group":"Maintenance"} ] 

val projectCollection = Json.decodeFromString<List<Project>>(string) 
  // [ Project(name=Moonshot, owner=Account(userName=Jane), group=R&D),  
  //   Project(name=Cleanup, owner=Account(userName=Mike), group=Maintenance) ] 
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@Serializable 
data class Project(val name: String, val owner: Account, val group: String) 

@Serializable 
data class Account(val userName: String)
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What about binary data? Many binary data formats (e.g. JPEG) are defined by a standard, 
and will have library support for reading and writing them directly. 


Kotlin also includes object-streams that support reading and writing binary data, 
including entire objects. You can, for instance, save an object and it’s state (serializing it) 
and then later load and restore it into memory (deserializing it).

  

class Emp(var name: String, var id:Int) : Serializable {}  
var file = FileOutputStream(“datafile") 
var stream = ObjectOutputStream(file) 

var ann = Emp(1001, "Anne Hathaway", "New York")  
stream.writeObject(ann)  

Sidebar: Binary Data
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Structure + data means that we can process it consistently.


We can easily convert JSON to/from object format


Easy to work with it! It’s just a string.


Read it, print out to the console


Save in a text file, using standard File classes


Saved to a database — we will discuss further


Send over a network — we will discuss in web services lecture

Why JSON?

Suitable for primary 
application data 
and secondary 
preferences.
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Visual Studio Code stores user settings as JSON. It’s clean enough to read that users can edit this file by-hand 
to change preferences.



Relational Databases

20
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A database is a system for storing records.


Advantages over just storing data in files?


It’s designed for working with large numbers of 
records - something that is inefficient if your data 
is stored in plain files.


Databases support efficient and complex 
operations on your records (which you would 
otherwise need to do in-memory/code).


Support data sharing across large numbers of 
concurrent users/systems.

Why a database?
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Relational databases are based on the relational model proposed by Dr. E.F. Codd. 
A relational database structures data into tables1: 


A table represents some logical entity e.g. Customer, Transactions. It consists of 
columns and rows. 


A row is a record, containing values for each field. e.g. a Customer table would 
have one row for each of its customers.


A column is a field in that table. e.g. a “Customer“ table might have “name“, 
“city“, “birthdate“ fields, which reflect the fields for each customer.  

———


1. The relational database model is extremely popular. Databases that use this 
model include Oracle, SQL Server, PostgreSQL, MySQL, SQLite.

Relational Databases
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Here’s our earlier example shown as a class, a set of records in a CSV file and as a set of 
relational database tables. 


Data integrity is retained across data representations, even if the structure changes slightly
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Why is this approach valuable? 


1. Relational databases allow for very efficient storage and access of data.


2. Relational databases support operations on sets of records. e.g.


Fetch a list of all purchases greater than $100.  

Delete customers from ”Ottawa”. 

Our example is pretty trivial, but imagine useful queries like:


Display all sales between 2:00 and 2:30, or 


Find out which salesperson sold the most during Saturday’s sale.



Table
A table is the foundational concept. It collects together a number of related 
fields into records.


e.g. Customer table contains customer information


One record (row) per customer


One field (column) for each property of that customer.
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I like to think of a table 
structure as roughly 

analogous to a class. Every 
row is an instance.



Primary Keys
A key is a column that helps us identify a row or set of rows in a table.


A primary key is a column in a database with a value that uniquely identifies 
that row. A table cannot have more than one primary key.


e.g. cust_id is a unique identifier for each row in the customer table.


Using “cust_id=1002” to filter any operation will force that operation to only 
affect the “Marie Curie” record.
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Foreign Keys
A foreign key is a key used to refer 
to data being held in a different 
table.


Customer table


Primary key: cust_id


Transactions table


Primary key: tx_id 


Foreign key: cust_id
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Customer

Transactions

Each transaction can be uniquely identified by the 
primary key tx_id. It is linked to a unique customer 
through cust_id.
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It’s common to have a record spread across multiple tables. A join describes 
how to relate data across tables using foreign keys.

Transactions: we need to join data to recreate a record. 

Joins



Transactions
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How does a database handle multiple users accessing the same data?


What happens when two or more users are updating the same data at 
the same time? How do we ensure consistency? 

We treat multiple actions that are being performed as a single unit of work 
called a transaction. 


All related changes are performed as part of the same transaction. 


If there is any error in performing any of the actions, we undo all of these 
related actions. We commit everything, or undo everything [ed: this is 
analogous to committing a complete set of file changes in git!]


Transactions may be started, committed or rolled-back manually.



ACID
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In computer science, ACID (atomicity, consistency, isolation, durability) is a 
set of properties intended to guarantee data validity despite errors, power 
failures, and other mishaps. Transactions ensure ACID properties.


A guarantee of Atomicity prevents updates to the database from 
occurring only partially.


Consistency guarantees that transaction can move database from one 
valid state to the next. This ensures these all adhere to all defined 
database rules. Also preventing corruption by illegal transaction. 


Isolation determines how a particular action is shown to other 
concurrent system users.


Durability is the property that guarantees that transactions that have 
been committed will survive permanently.



SQLite
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SQLite (pronounced ESS-QUE-ELL-ITE) is a small-scale relational DBMS. It is 
small enough for local, standalone use and is preinstalled on Android and 
many operating systems.


    "SQLite is a C-language library that implements a small, fast, self-
contained, high-reliability, full-featured, SQL database engine.  

SQLite is the most used database engine in the world. 
SQLite is built into all mobile phones and most computers..." 

https://www.sqlite.org/index.html 

SQLite 

https://www.sqlite.org/index.html
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You can install the SQLite database under Mac, Windows or Linux. 


1. Visit the SQLite Download Page. 


2. Dowload the binary for your platform. 


3. To test it, launch it from a shell. 


$ sqlite3 
SQLite version 3.28.0 2019-04-15 14:49:49 
Enter ".help" for usage hints. 
Connected to a transient in-memory database. 
Use ".open FILENAME" to reopen on a persistent database.  
sqlite> .exit 
$ 

4. We will create a database from the command line. Optionally, you can install SQLite Studio, 
a GUI for managing databases. 

Installing SQLite

https://www.sqlite.org/download.html
https://github.com/pawelsalawa/sqlitestudio
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SQLite Demo
You can download the SQLite Sample Database and confirm that SQLite is working. 
We can open and read from this database using the command-line tools: 


$ sqlite3 
SQLite version 3.28.0 2019-04-15 14:49:49 
Enter ".help" for usage hints. 
Connected to a transient in-memory database. 
Use ".open FILENAME" to reopen on a persistent database. sqlite>  

SQLite database commands start with a period (.): 


sqlite> .help 
.help 
.auth ON|OFF                Show authorizer callbacks 
.backup ?DB? FILE           Backup DB (default "main") to FILE 
....

https://www.sqlitetutorial.net/sqlite-sample-database/
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SQLite Commands
These commands are ”meta-commands” that act on the database itself, and 
not the data that it contains. Some particularly useful commands: 

Command Purpose
.open <filename> Open database <filename>.
.database Show all connected databases.
.log <filename> Write console to log <filename>.
.read <filename> Read input from <filename>.
.tables Show a list of tables in the open database.
.schema <table> SQL to display create stmt for a <table>.
.fullschema SQL to create the entire database structure.
.quit Quit and close connections.
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$ sqlite3 
SQLite version 3.28.0 2019-04-15 14:49:49 
Enter ".help" for usage hints. 

sqlite> .open chinook.db   // name of the file 
sqlite> .mode column       // lines up data in columns  
sqlite> .headers on        // shows column names at the top  

sqlite> .tables 
albums      employees       invoices         playlists 
artists     genres          media_types      tracks 
customers   invoice_items   playlist_track 

sqlite> .schema genres 
CREATE TABLE IF NOT EXISTS "genres" 
( 
    [GenreId] INTEGER PRIMARY KEY AUTOINCREMENT NOT NULL, 
    [Name] NVARCHAR(120) 
);
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SQL Queries
Once we’ve identified what we want to do, we can just execute our queries. Examples 
of selecting from a single table at a time: 

    sqlite> SELECT * FROM albums WHERE albumid < 5; 
    AlbumId     Title                      ArtistId 
    ----------  -------------------------  ---------- 
    1            For Those About To Rock    1
    2            Balls to the Wall          2
    3            Restless and Wild          2
    4            Let There Be Rock          1         

    sqlite> SELECT * FROM artists WHERE ArtistId = 1; 
    ArtistId    Name 
    ----------  ---------- 
    1           AC/DC 
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Example of a JOIN across two tables (based on a primary key, “ArtistId“’). 
You often will have multiple WHERE clauses to join between multiple tables. 


    sqlite> SELECT albums.AlbumId, artists.Name, albums.Title 
      FROM albums, artists 
      WHERE albums.ArtistId = artists.ArtistId 
      AND albums.AlbumId < 4; 

    AlbumId     Name        Title 
    ----------  ----------  ------------------------ 
    1           AC/DC       For Those About To Rock 
    2           Accept      Balls to the Wall 
    3           Accept      Restless and Wild 
    4           AC/DC       Let There Be Rock

This is wrapped in an 
implicit transaction. We are 

mostly ignoring 
transactions for these 

demos.



Structured Query  
Language (SQL)

39
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What is SQL?
SQL (pronounced ”Ess-que-ell”) is a Domain-Specific Language (DSL) for describing 
your queries. Using SQL, you write statements describing the operation to perform, 
against which tables, and the database performs the operations for you. 


SQL is a standard1, so SQL commands work across different databases. You can: 


C reate new records


R etrieve sets of existing records


U pdate the fields in one or more records


D elete one or more records


———


1. SQL was adopted as a standard by ANSI in 1986 as SQL-86, and by ISO in 1987.

Yes, we actually use 
the acronym CRUD to 

remember this.
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SQL has a particular syntax for managing sets of records: 

    <operation> FROM [table] [WHERE [condition]] 

    operations: SELECT, UPDATE, INSERT, DELETE, ... 
    conditions: [col] <operator> <value> 

You issue English-like sentences describing what you intend to do.


SQL is declarative: you describe what you want done, but don’t need to tell 
the database how to do it.


There’s also a relatively small number of operations to support.

Syntax
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INSERT adds new records to your database. 


INSERT INTO Customer(cust_id, name, city)  
VALUES ("1005", "Sandra Avery", "Kitchener")  

INSERT INTO Customer(cust_id, name, city) 
VALUES ("1005", "Austin Avery", "Kitchener") // uh oh  

Create: add new records
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SELECT returns data from a table, or a set of tables. 


asterix (*) is a wildcard meaning “all”.


an optional WHERE clause can filter the data.


SELECT * FROM customers  
--> returns ALL data 

SELECT * FROM Customers WHERE city = "Ottawa" 
-- > {"cust_id"1003, "name":"Billy Bishop", "city":"Ottawa")  

SELECT name FROM Customers WHERE custid = 1001 
--> "Jeff Avery" 

Retrieve: display existing records
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UPDATE modifies one or more fields based in every row that matches the 
criteria that you provide.


If you want to operate on a single row, you need to use a WHERE clause to give 
it some criteria that makes that row unique.


UPDATE Customer SET city = "Kitchener" WHERE cust_id = 1001  
—> updates one matching record since cust_id is unique for each row 

UPDATE Customer SET city = "Kitchener" // uh oh  
  —> no “where” clause, so we update everything to Kitchener.

Update: modify existing records
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DELETE removes every record from a table that matches the criteria that 
you provide.


If you want to operate on a single row, you need to use a WHERE clause to give 
it some criteria that makes that row unique.


DELETE FROM Customer WHERE cust_id = 1001  
—> deletes one matching record since cust_id is unique for each row 

DELETE FROM Customer// uh oh  
  —> deletes everything from this table

Delete: delete records



WHERE clause
A where clause allows us to filter a set of records.


We’ve already seen this a few times:


UPDATE Customer SET city = "Kitchener" WHERE cust_id = 1001  
—> updates one matching record since cust_id is unique for each row 

It also allows us to define relations between tables.


This means that we can start to run more complex queries across multiple 
tables.
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$ SELECT c.customer_id, c.first_name + “ “ + c.last_name, t.date, 
p.name, p.cost  

 FROM Customer c, Transactions t, Products p 
 WHERE c.customer_id = t.customer_id 
 AND t.product_id = p.product_id 

$ 1001, Jeff Avery, 12-Aug-2020, T-shirt, 29.95



Accessing Database w/ JDBC

48
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Kotlin doesn’t have built-in database support, but it does include a library for this. 


Kotlin leverages the Java JDBC API (”Java DataBase Connectivity”). This provides a standard 
mechanism for connecting to databases, issuing queries, and managing the results. 


Creating a database project in IntelliJ: 


1. Create a Gradle/Kotlin project.

 

2. Modify the “build.gradle.kts“ to include a dependency on SQLite/JDBC. 

implementation(“org.xerial:sqlite-jdbc:3.39.3.0”) 

3. Use the Java SQL package classes to connect and fetch data. 


java.sql.Connection 
java.sql.DriverManager 
java.sql.SQLException

Accessing Databases in Code

These are built-in to the 
JDK, so no dependencies 
to import (aside from the 

JDBC driver itself)
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This example uses a sample database from the SQLite tutorial. 


We first create a connection to the database. The URL designates both the type of database, and 
location of the local database file. 


Note: you can specify remote databases just by changing the URL to reflect the location on the 
network.


fun connect(): Connection? { 
    var conn: Connection? = null 
    try { 
        val url = "jdbc:sqlite:chinook.db" 
        conn = DriverManager.getConnection(url) 
        println("Connection to SQLite has been established.") 
    } catch (e: SQLException) { 
        println(e.message) 
    } 
    return conn 
} sample-code:


slides/databases



fun query(conn:Connection?) { 
    try { 
        if (conn != null) { 
            val sql = "select albumid, title, artistid from albums where albumid < 5" 
            val query = conn.createStatement() 
            val results = query.executeQuery(sql) 
            println("Fetched data:"); 
            while (results.next()) { 
                val albumId = results.getInt("albumid") 
                val title = results.getString("title") 
                val artistId = results.getInt("artistid") 
                println(albumId.toString() + "\t" + title + "\t" + artistId) 
            } 
        } 
    } catch (ex: SQLException) { 
        println(ex.message) 
    } 
} 
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Connection to SQLite has been established.


Fetched data:


1 For Those About To Rock We Salute You.     1


2 Balls to the Wall                  2


3 Restless and Wild                  2


4 Let There Be Rock                  1


Connection closed.

JDBC lets us issue SQL queries, and fetch results from the database.



Exposed Framework
JDBC is fairly low-level, with lots of potential for errors.


Exposed is a framework that provides a cleaner interface for working with JDBC. 
It provides two approaches: 


typesafe SQL wrapping DSL, or 


lightweight Data Access Objects (DAO).


Works with most popular databases (incl. SQLite, H2, Oracle, Postgres…)


https://github.com/JetBrains/Exposed


https://github.com/JetBrains/Exposed/wiki/Getting-Started#download
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https://github.com/JetBrains/Exposed
https://github.com/JetBrains/Exposed/wiki/Getting-Started#download


Adding Exposed to a project
build.gradle: 
  implementation("org.jetbrains.exposed", "exposed-core", "0.40.1") 
  implementation("org.jetbrains.exposed", "exposed-dao", "0.40.1") 
  implementation("org.jetbrains.exposed", "exposed-jdbc", “0.40.1”) 

These libraries support two flavors of database access: 


DSL (Domain Specific Language): type-safe syntax that is similar to SQL


DAO (Data Access Object): doing CRUD operations on entities.

53



DSL Example
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fun main(args: Array<String>) { 
    //an example connection to H2 DB 
    Database.connect("jdbc:sqlite:test.db") 

    transaction { 
        // print sql to std-out 
        addLogger(StdOutSqlLogger) 

        SchemaUtils.create (Cities) 

        // insert new city. SQL: INSERT INTO Cities (name) VALUES ('St. Petersburg') 
        val stPeteId = Cities.insert { 
            it[name] = "St. Petersburg" 
        } get Cities.id 

        // 'select *' SQL: SELECT Cities.id, Cities.name FROM Cities 
        println("Cities: ${Cities.selectAll()}") 
    } 
} 

object Cities: IntIdTable() { 
    val name = varchar("name", 50) 
} 



Final Tips
The connection string (val url = "jdbc:sqlite:chinook.db") describes the database 
name, including the path to the database. 


The sample project doesn’t include a path, which means that it looks for the database in 
the current running directory. This is why the sample database is located in the root of 
the project.


Your application will need a database instance. Options include:


1. Ship with an empty database. You can pre-populate it with the tables and data 
that you need. If you do this, you might need a way to create a “clean” database 
every time that you run your app.


2. Create a new empty database when you launch your app. If your database does 
not exist when you attempt to connect to it, it will be created for you.  However, it 
will be empty: no tables, or data. For this to be useful, your app would need to 
create tables and starting data when it’s launched.
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